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Abstract

Hezinet/BOGA combines both Intelligent Tutoring Systems and Adaptive Hypermedia Systems in a perfect symbiosis taking only the best of each archetype. The Intelligent Module consults an e-portfolio where the characteristics of the learner are stored and takes intelligent decisions based on Artificial Intelligence techniques. The e-portfolio is changed according to the results every time the system administers tests to the student to complete the assessment. The authors have defined four types of tests relating to the situation of the student in each course. There are tests for every 30 minutes of interaction calculated by pedagogue designers, named session tests. Besides, every 10 sessions there is another test, called layer test that covers the 10 past sessions. And finally, there is one final test, the course test, that covers the whole course. These tests are predefined and presented to all students. However, an adaptive system must include some kind of adaptation. Thus, when the e-portfolio reflects that a student has not obtained good enough results in a test, it compiles automatically some new tests with items about the contents that the system considers that have to be reviewed.

In such a system we consider that the starting e-portfolio is a crucial element. So, the authors only relied on people to fill the e-portfolio with the knowledge of every new student. But the resources necessary for the system increase with the number of new users, and they are only needed when the novice is introduced to the system. To automatically fill the e-portfolio, the authors thought of a new kind of tests: admission tests. These tests are administrated whenever a new student interacts with the system to guess his or her ability in order to determine the student’s initial course and layer. To achieve this goal, admission tests must include representative items that manage contents of the whole learning scope. At this moment, these tests are very rudimentary. Pedagogues have designed a set of 250 test items, each of them related to one of the ten difficulty levels. The system administers items related to each layer until the incorrect responses ratio is low.

Although this system could be appropriate to novice students, it is not for latter level students. If one optimistically considers that one person uses 30 seconds per item, the most proficient users should spend 125 minutes to complete the admission test (that is more than two hours!). 

For these reason, the authors have developed a new type of admission test to automatically fill the e-portfolio that reduces the number of items to be administered to the student without losing precision and accuracy. This test is based on Computerized Adaptive Tests (CATs), which emulate the intelligent behaviour of human evaluators: a CAT dynamically selects and administers the most appropriate item depending on the previous answers given by the student. To identify the proper item from the item bank, the CAT algorithm makes use of some psychometric characteristics of the items, i.e. the parameters of an underlying model that is stated by the Item Response Theory (IRT).

The IRT provides very powerful techniques to carry out the evaluation, particularly when using CATs, but it imposes significant constraints. The most important one is that the item bank has to be calibrated, which means that some parameters of the evaluation items, such as their difficulty, must be statistically estimated. In order to collect accurate estimations for these parameters, the theory requires to collect at least 500 responses per item. 

The problem that arises in such a situation is that it is practically impossible to find 500 volunteers to whom administer Hezinet/BOGA’s 250 admission items, at least when one lacks financial support. To solve it the authors divided the bank into six 60 items-long subtests. Each test had similar difficulty and didactic properties and was administered separately to collect the responses of population-representative samples. The main idea was that as the subtests got shorter, the possibility to find volunteers resulted easier. However it was necessary to establish some kind of correlation between subtests, so all of them shared 22 items and were linked following a common-item non-equivalent groups design.

The subtest administration stage is probably the hardest one during an item bank calibration process, since it requires time and effort to apply so many items to so many individuals. To reach this goal, the authors developed a web-based tool to coordinate, simplify and manage the item administration tasks. Considering that it was necessary to get a sample of more than 3000 individuals (6 times 500), there is no doubt that the web reduced the number of problematic issues during administration, for instance, those related to logistics and organization.

Besides, since every answer was saved in a database, it was very easy to obtain automatically-generated reports that included up to date, ordered, precise, and homogeneous information about the subtest administrations. Moreover, the authors controlled the response times at item-level, something that results very useful to reject invalid answers and also to perform some psychometric studies about the items.

However, there were also some disadvantages in administering tests through the web. The most important one was that allowing any person to connect to the server could be an important source of adulterated tests, basically because it was not possible to distinguish which of the subtest administrations were serious and which of them had been completed just to try the web-application. Since this potential problem could mean an absolute lack of reliability in the results (i.e., the item parameter estimations), a preventive approach was implemented. Two types of test form administration were identified: first, supervised sessions, which were performed in schools, academies and universities, and second, non-supervised subtest administrations, in which volunteers completed a test through Internet at their own.

During supervised sessions, the administrator was responsible for assigning the examinees an identification code, so every individual was recognized and attached to a session. The supervisor also controlled whether the examinees matched some conditions of administration and therefore invalidated those that did not meet them. On the other hand, every individual that filled up a subtest not linked to a supervised session was asked to use as identification code her or his e-mail address or telephone number. In this way, the authors contacted every anonymous volunteer in order to determine whether the conditions were satisfactory or not, that is to say, to decide if his or her test administration should be validated or rejected.

The restrictions imposed to verify if a test form application should be approved or not were very strict, since the authors pretended the obtained results to be reliable. Subsequently, incomplete applications were discarded, as well as test forms with unknown, invalid or meaningless identification codes. Tests made by individuals that acknowledged that they completed their subtest without paying much attention, by chance, just to try the application, with continuous interruptions or even with some other’s help were also rejected. Test forms accomplished in more than 50 minutes or less than 5 minutes were also removed, as well as subtests including at least one item that took more than 200 seconds to be answered. Finally, the authors also rejected sessions linked to individuals that answered quickly (concretely, those among the fastest 15%) but did not prove to be better than the average examinee. As a result of administration stage the authors have found that more than 40% of non-supervised administration were rejected due to the strict conditions just mentioned. A total of 3976 completed forms were collected (2341 supervised, and 1635 non-supervised sessions), and finally, 3243 subtests were validated (2268 supervised and 975 non-supervised).

As a conclusion, the authors believe that Internet can be a source of knowledge, but very strict restrictions should be imposed in order to get accurate and valid results. Otherwise, undesirable data can easily adulterate the sample outcomes and affect subsequent stages by a GIGO (garbage-in, garbage out) schema.

Introduction

Evaluation is a key issue in computerized-aided learning because it is the usual way to identify the success or failure in the learning process. The number of e-learning platforms that integrate tools to assess students progress on acquiring knowledge, instead of delegating evaluation activities to some other external entity, is growing every day. Actually, the use of e-portfolios endorses the integration of evaluation modules within learning management systems.

This paper presents the current work on the subject of the evaluation module of one of these architectures: Hezinet/BOGA (Pérez, 2000), an adaptive hypermedia system that is currently used for Basque language e-learning, and which it is expected to become the first system that provides adaptive Basque e-learning and intelligent assessment at the same time (López-Cuadrado, 2003).

As a result of the integration of the Item Response Theory (IRT – Lord, 1952) in Hezinet/BOGA, the authors will obtain a system for e-learning languages that provides dynamically generated adaptive admission tests to assess which level would be the starting point for a new student, overcoming some of the problems associated to the enrolment of new students. These tests are Computerized Adaptive Tests (CATs). They emulate the intelligent behaviour of human evaluators, since they dynamically select and administer the most appropriate items, depending on the previous answers given by the examinee (Wainer, 2000). 

IRT provides very powerful techniques to carry out the adaptive assessment by the implementation of CATs, but it also imposes significant constraints. Actually, to choose the proper item from the bank, the CAT algorithm needs the values of some psychometric characteristics of the items such as their difficulty, which are the parameters of the IRT model, to be statistically estimated by means of a procedure known as item bank calibration. The tasks required to achieve the calibration of an item bank are not complicated but time-consuming due to the large amount of individuals that every item has to be administered to.

The results of some author work, such as Hetter, Segall, and Bloxom (1994), encourage to perform a non-computerized item administration, since no significant differences were found in the calibration process, independently of the selected approach. However, for the Hezinet/BOGA case, the authors decided to use a web-based supporting tool for the administration stage, so this way the medium would be similar to the used during the CAT application (Glas, 2000) and at the same time the estimated IRT parameters would not be affected by the use of a different environment (Zickar, Overton, Taylor, & Harms, 1999).

If using a computerized medium offers many advantages, particularly when homogenizing, controlling and guarantying the administration conditions (Olea, Ponsoda, & Prieto, 1999), the fact of carrying out the subtest administration through the Internet provided some others. The supporting tool for the item application lied on a web-server that was on duty 24 hours a day, 7 days a week, thus everybody could complete a test form anytime and anywhere. Moreover, since the context in which the items are presented during the calibration process must be similar to the one used for the CAT administration (Wainer & Mislevy, 2000), performing the administration stage through a computerized environment avoided problems regarding the used medium. For instance, during a test form administration, items were shown one by one, exactly as a CAT does, something unthinkable for a conventional paper and pencil subtest application. Item responses were stored in a database in real time, so listing reports automatically resulted very straightforward. Finally, it was possible to control response times at item level, which was very useful to identify invalid administrations and also to perform psychometric studies about the items.

The following two sections will respectively present how Hezinet/BOGA manages its users e-portfolios and how the system initialises them. After that, the basics of CATs based on the IRT will be explained. Next section will discuss about the Hezinet/BOGA item bank calibration, emphasizing the different types of test form administrations (supervised and non-supervised) that were defined to get estimates for the item parameters. Finally, last section will present some data about the discussed calibration process, as well as the conclusions of presented work.

Hezinet/BOGA and its e-portfolio management

Hezinet/BOGA [1] is a commercial environment for distance language e-learning developed using web technology, multimedia and artificial intelligence techniques. At the present time it is used in more than 50 Spanish and 14 South American adult schools for Basque language learning. The system offers two types of operation: it can be used as a supplementary material during the instruction at the classroom, but also as an independent distance learning tool.

Hezinet/BOGA combines both Intelligent Tutoring Systems and Adaptive Hypermedia Systems in a perfect symbiosis taking only the best of each archetype. The Intelligent Module consults an e-portfolio where the characteristics of the learner are stored. It also takes intelligent decisions based on some Artificial Intelligence techniques. The system contemplates both constructive and instructive viewpoints. The student controls the learning process and at any moment he or she can decide which contents will be shown. Constructive approach includes those tasks that students can initiate in order to assimilate the contents they want to learn, usually starting from the challenge to solve a concrete activity. Instructive approach comes from the item compiler, which evaluates the student e-portfolio, and keeps track of which contents have been passed. Also the organization of the domain into contents adds some instructive flavour to the system.

From the user’s point of view, the objective is not just to learn but to do it in an entertaining way. To get this aim, Hezinet/BOGA includes an item bank with more than 10,000 different activities which are organized into different scenarios, including 364 videos, 703 audio files and 72 interactive films. The system manages up to 20 different types of activities, such as highlight mistakes in a text, multiple-choice, true/ false, free answer or ordering exercises, and compositions (or essays). The strategy that the system uses consists in challenging the student to solve activities, which are usually included in a more general context or scenario, which is called session. The user has some tools available to find the correct answer to those activities, namely: help windows, a Basque grammar reference e-book, a Spanish-Basque/ Basque-Spanish on-line dictionary, collaborative query utilities to ask the tutor and other students for help, an on-demand activity compiler, and a tool to review visited and pending contents that gives the student an overall view of how much (1) has been visited, (2) has been passed with success and (3) is still unvisited.

The e-portfolio is changed according to the results every time the system administers activities to the student, but also after an assessment test is completed. The authors have defined four types of tests relating to the situation of the student in each course. There are tests for every 30 minutes of interaction calculated by pedagogue designers, named session tests. Besides, every 10 sessions there is another test, called layer test, which covers the 10 past sessions. And finally, there is one final test, the course test, that covers the whole course. These tests are predefined and presented to all students. However, an adaptive system must include some kind of adaptation. Thus, when the e-portfolio reflects that a student has not obtained good enough results in a test, it compiles automatically some new tests with items about the contents that the system considers that have to be reviewed.

Not only does Hezinet/BOGA compile the tests, but it manages and assesses them too. Management is a relatively easy task since it just consists in presenting the items to the student. Though for the student the result of the assessment is just a percentage of success which is immediately given, more data is actually recorded by the system after the administration of a test. The e-portfolio is updated and the system stores which items have been used to avoid repeating them in the future. For every exercise the result is also registered. Evaluations in Hezinet/BOGA are about contents that the student has visited, so the user will not feel discouraged due to questions concerning not-yet-visited contents. Tests are dynamically compiled, so item exposure problem is avoided, since the system tries not to repeat items whenever it is possible.

How to initialise a new student e-portfolio

The starting e-portfolio is a crucial element for an e-learning system like Hezinet/BOGA, so the authors only relied on people to create the e-portfolio with the knowledge of every new student. But the resources necessary for the system increase with the number of new users, and they are only needed when the novice is introduced to the system. To automatically fill the e-portfolio, the authors thought of a new kind of tests: admission tests. These tests are administered whenever a new student interacts with the system to guess his or her ability in order to determine the student’s initial course and layer. To achieve this goal, admission tests must include representative items that manage contents of the whole learning scope. At this moment, these tests are very rudimentary. Pedagogues have designed a set of 250 test items, each of them linked to one of the ten difficulty levels. The system administers items related to each layer until the incorrect responses ratio is low.

Although this system could be appropriate to novice students, it is not for latter level students. If one optimistically considers that one person uses 30 seconds per item, the most proficient users should spend 125 minutes to complete the admission test (that is more than two hours!). 

For this reason, the authors have developed a new type of admission test to automatically fill the e-portfolio that reduces the number of items to be administered to the student without losing precision and accuracy. This test is based on computerized adaptive testing, which offers many advantages to those learning management systems that incorporate an assessment module: concretely, an increase of the security, a reduction of the time needed to pass the test and more precise estimations about the student’s real ability (Olea, Ponsoda & Prieto, 1999). CATs emulate the intelligent behaviour of human evaluators, since it dynamically selects and administers the most appropriate item depending on the previous answers given by the student. To identify the proper item from the item bank, the CAT algorithm makes use of some psychometric characteristics of the items, i.e. the parameters of an underlying model that is stated by the IRT.

Computerized Adaptive Tests based on the Item Response Theory

The IRT is an item-oriented proposal that overcomes the principal limitation of the Classical Test Theory (CTT), that is, the one derived from the dependence between the characteristics of a test and the traits of the examinee [2]. For example, students’ ability seems to be superior when administering an easy test; furthermore if students’ ability is high then one may think the exam is reasonably easy. Therefore the CTT does not allow to compare students who have passed different tests due to the relationship between tests and examinees.

The IRT is based on certain assumptions [3]: (1) if the student knows the answer to an item, his or her answer will surely be correct; (2) for every item, only one trait is evaluated at the same time; (3) the probability of answering correctly to an item does not depend on other items in the test; and (4) each item can be defined by a curve, the Item Characteristic Curve (ICC), that relates the probability of a correct response (vertical axis) with the student ability (horizontal axis).

As figure 1 shows, the ICC is a S-shaped curve. Depending on which IRT model is used, it is defined by several parameters or item features: difficulty, discrimination, pseudo-guessing and pseudo-failure. The definition of the 1-parameter model involves only the difficulty of the item; 2-parameter models are more general, including both difficulty and discrimination in their definition; similarly, 3-parameter models are generalizations where pseudo-guessing is also taken into account; 4-parameter models make use of the pseudo-failure as well, but their use is just theoretical since no practical advantages in their application have been found [4].
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Figure 1 - The Item Characteristic Curve.

The pattern used in this context (in fact, the most used) is the dichotomous 3-parameter model. Being dichotomous means that the score of a response to an item can only take two values: correct or incorrect. Dichotomous models are divided into 2 groups: those that approach the ICC to the normal ogive by making use of integral calculation in their mathematical form, and the logistic models that approximate the curve by means of sums. Logistic paradigm is the most suitable for 3-parameter models, since they are easier to compute.

3-parameter model can easily simplify to a 2 or 1-parameter form by using default values. In fact, 3-parameter models do not use the pseudo-failure, or γ parameter, as its value is set to 0. As previously mentioned, the features considered by 3-parameter model are:

· Difficulty, or b parameter, is the ability where the curve presents its inflexion point, since it corresponds to the point where probability of a correct answer is half way between pseudo-guessing (c parameter) and 1.0. It uses the same scale as the student’s trait: it is defined along the horizontal axis (-∞, +∞), being its middle point at 0. The bigger its value is, the more difficult the item is, so easy items will appear to the left and hard items to the right.

· Discrimination, or a parameter, corresponds to the maximum slope of the curve, which is reached at its inflexion point. The bigger its value is, the more powerful the item is to classify students into several categories of a certain trait. However, the interval of the ability where this power is applicable becomes thinner. If this parameter is not used, its default value is 1.

· Pseudo-guessing, or c parameter, is the probability that a student with low ability (left region of the horizontal axis) will answer the item correctly. If it is not used, its default value is 0.

Taking these parameters into account a function called Item Information Function (IIF) [5] may be defined to determine the information provided by every item. In psychometric terms, the information given by a test is the precision of the ability estimate. Thus, an item classification may be done to know which item fits better to a concrete ability level. And this is exactly what a CAT does: it selects the most appropriate items in the bank to fit the ability of the student, which is calculated by his or her previous answers. To choose the proper items, their parameters have to be known, what in terms of the IRT means that the item bank needs to be calibrated according to the used model.

The Hezinet/BOGA item bank calibration

IRT models are based on latent variables that cannot be observed, but estimated. This is exactly what the calibration of an item bank consists in: item parameters are estimated by some statistical method. The calibration of an item bank is not an extremely difficult process, but it requires time and effort since it involves administering the whole item bank to a large population. So, if the sample size is big enough, statistics will provide accurate item parameter approximations, and once the item bank is calibrated and available, the implementation and use of CATs becomes a fairly straightforward task.

The calibration process is typically carried out in five steps [6]: first, the item bank is divided into several subtests that will be then administered to collect the responses of population-representative samples; after that, item parameters and subtest scores are statistically estimated; next, the computed data and the IRT model correspondence is assessed; and finally, obtained scores and item parameter estimates are equated, so that the whole item bank will use a common scale. The following sections will describe each of these steps, stressing the particular case of the calibration of the item bank for the Hezinet/BOGA admission test.

Step 1: Dividing the item bank by an anchor design

To start with the calibration of an item bank, one needs to collect the responses given by a large group of examinees, at least 500 per item, that has to be representative of the population that will later use the final item bank [7]. To perform such a dense task (many items, many individuals), and also because of security matters, it is recommended to distribute the evaluation items into several test forms or subtests and apply them separately.

The problem in partitioning both item and individual sets is that every subtest will be administered independently, that is, without any relationship with the rest. Therefore, the values of the item parameter estimates will not share a common scale; they will probably be identified in a different range for each test form. An anchor design can solve this situation. The most typical approach consists in using different (not necessarily equivalent) groups, with the intention that each of them answers a different subtest, but having some items in common with the other groups. Then, the estimates for the common items (which form the anchor item set) will be compared, providing the key to equate the different test form scales and, consequently, to get a common one for the parameter estimates of the whole item bank.

The authors have used an equating model known as Common-Item Non-equivalent Groups Design [8], since it is the most suitable when the item bank is intended to follow the 3-parameter logistic model. In this schema, the anchor item set is exactly the same for every subtest. This feature makes the design to require more test form administrations than some other approaches, but it provides the most consistent results, since it collects responses of the whole sample of individuals for the anchor set. The common-item non-equivalent groups equating demands the designers to be careful when selecting the items that will form the anchor set, because they must place much trust in them. This is the reason why one should select an anchor item set which is representative of the whole item bank, and to distribute the items in a proper way to obtain subtests that share the same specifications about both content distribution and proportions. In other words, it is desirable all the test forms to be as similar as possible, and also the characteristics of both the subtests and the item bank to be comparable. Whenever an anchor item set is replicated in some tests forms, it is also necessary to apply every anchor item in the same order and keeping the same position in every subtest.
The size of the anchor item set is another issue to take into account during the subtest design. From a statistical point of view, the more anchor items the subtest has, the less the error will occur during the equating stage. On the other hand, it is required a little set of items, for instance, if one wants to avoid the negative effects derived from the administration of too many items to an individual. Thus it is necessary to get a compromise: the anchor item set has to be as small as possible but large enough to obtain a representative sample of the subtests and the item bank. At this point, there is diversity of opinions; for example, Vale et al. suggest that the anchor set has to include a minimum of 15-20 items [9], and Kolen and Brennan recommend it to be at least a 20% of the subtest, except for long forms, where 30 anchor items could be enough [8]. Anyway, every subtest should be the same length and require similar response times that do not reach extreme levels of fatigue for the examinees [6].

The 250 items of the Hezinet/BOGA item bank were distributed into six subtests by a common-item non-equivalent groups design, so they were separated into 60 items-long test forms [10]. The anchor set was composed by 22 items, which were placed in the same order and inserted in the same positions in every subtest. The anchor item set was a representative sample of the whole item bank, and the 6 test forms shared the same specifications, regarding both contents to be evaluated and overall difficulty. The items were distributed depending on the pedagogical subject they handle (verbs, declension, syntax, …). At the same time, the authors asked some Basque teachers and pedagogues for preliminary difficulty estimates for the items in order to get an anchor design as homogeneous as possible [11].

Step 2: Administering the subtests through supervised and non-supervised sessions

The subtest administration stage is probably the hardest one during an item bank calibration process, since it requires time and effort to apply so many items to so many individuals. To make the item application as similar as possible to the final CAT administration, and also to take advantage of the computer and web features, the authors developed a web-based tool to coordinate, simplify and manage the item administration tasks [10]. Considering that it was necessary to get a sample of more than 3000 individuals (a minimum of 500 examinees for each of the 6 subtests), there is no doubt that the web reduced the number of problematic issues during administration, for instance, those related to logistics and organization.

Since every answer was saved in a database, it was very easy to obtain automatically-generated reports that included up to date, ordered, precise, and homogeneous information about the subtest administrations. Moreover, the authors controlled the response times at item-level, something that results very useful to reject invalid answers and also to perform some psychometric studies about the items.

However, there were also some disadvantages in administering tests through the web. The most important one was that allowing any person to connect to the server could be an important source of adulterated tests, basically because it was not possible to distinguish which of the subtest administrations were serious and which of them had been completed just to try the web-application. Since this potential problem could mean an absolute lack of reliability in the results (i.e., the item parameter estimations), a preventive approach was implemented. Two types of test form administration were identified: first, supervised sessions, which were performed in schools, academies and universities, and second, non-supervised sessions, in which volunteers completed a test through Internet at their own.

During supervised subtest administrations, the administrator was responsible for assigning the examinees an identification code, so every individual was recognized and attached to a session. The supervisor also controlled whether the examinees matched some conditions of administration and therefore invalidated those that did not meet them. On the other hand, every individual that filled up a subtest not linked to a supervised session was asked to use as identification code her or his e-mail address or telephone number. In this way, the authors contacted every anonymous volunteer in order to determine whether the conditions were satisfactory or not, that is to say, to decide if his or her test administration should be validated or rejected.

The restrictions imposed to verify if a test form application should be approved or not were very strict, since the authors pretended the obtained results to be reliable. Subsequently, incomplete applications were discarded, as well as test forms with unknown, invalid or meaningless identification codes. Tests made by individuals that acknowledged that they completed their subtest without paying much attention, by chance, just to try the application, with continuous interruptions or even with some other’s help were also rejected. Test forms accomplished in more than 50 minutes or less than 5 minutes were also removed, as well as subtests including at least one item that took more than 200 seconds to be answered. Finally, the authors also rejected sessions linked to individuals that answered quickly (concretely, those among the fastest 15%) but did not prove to be better than the average examinee. As a result, more than 40% of non-supervised administration were rejected due to the strict conditions just mentioned. A total of 3976 completed forms were collected (2341 supervised, and 1635 non-supervised), and finally, 3243 subtests were validated (2268 supervised and 975 non-supervised).

Step 3: Obtaining estimates for the item parameters

The third stage of the calibration process consists in obtaining statistical estimates for both item parameters and individual abilities using as input the responses given to all the previously administered subtests. However, it is recommended to carry out some previous analysis, which are intended to detect and rectify existing anomalies. Some of these prior studies cover the identification of anomalous response protocols, conventional (classical test theory) analysis, and the assessment of examinees’ response patterns [6]. In the case of Hezinet/BOGA’s item bank calibration, anomalous responses were identified during the previous stage, in particular those concerning extremely high and low response times. During administration sessions the examinees were invited to answer every item even if they did not know the correct option, so the number of omitted responses was very low (less than 4% for every item). Consequently, omissions were treated as wrong responses and successive studies were carried out considering this circumstance. The first of these studies was a classical reliability analysis, which provided adequate values for Cronbach’s alpha and Spearman-Brown coefficient (both of them higher than 0.8 for every subtest and also for the anchor item set). However, the authors identified and retired from the bank a total of 46 items, 6 of which were part of the anchor set, because they did not correlate significantly with the whole subtest, i.e. they presented a very low element-total correlation [12].

At this point it is also usual to verify that the item bank is one-dimensional, in other words, to confirm that every item assesses the same (one and only one) latent trait. There are many ways to perform this study, but the most widely used technique for one-dimensional dichotomic models is the exploratory factor analysis [13] of tetrachoric correlations [14]. The study of unidimensionality, which is essential for IRT one-dimensional models, should be performed in the next calibration step (assessment of the model-to-data fit), but it is possible to get on with it just before the parameter estimation because these estimates are not needed to assess the dimensionality of the item bank. The authors performed a study of unidimensionality for the remaining 204 items by the specialized software PRELIS/LISREL [15, 16] and the general statistical package SPSS. Since no items were identified as multidimensional, the item bank remained the same.

After revising and debugging the response matrix, and eventually removing some items from the bank (as happened in this case, because they did not correlate correctly with the whole subtest), one has to obtain item parameter estimates in order to maximize the data-to-model fit. There are many software programs that implement different procedures that provide, for every item, robust and invariant parameter estimates that matches the item characteristic curve following the corresponding IRT model [14, 17]. The authors used the program XCALIBRE [18], which implements the marginal maximum likelihood method by an EM algorithm to obtain estimates for both item parameters and subtest scores.

Step 4: Assessing the model-to-data fit

During this stage of the calibration process one must confirm that the selected IRT model and the parameter estimates empirically fit. Concretely, it is necessary to verify that the estimated values correspond to the observed ones, that is, to those obtained during the administration stage. If the IRT model and the item bank do not match, then any IRT property is lost: information about the items will not be reliable and, as a result, one will not trust in the ability estimates provided by any CAT that is generated from the item bank.

To assess how well does the IRT model fit the empirical data, it is useful to perform some studies, concerning (1) the IRT model assumptions, being the most important of them the analysis of unidimensionality, which, as said before, in most cases has been already done at this point; (2) the expected IRT model characteristics: it is desirable to verify that ability estimates are obtained in the same scale independently of which item set is administered, that item parameters do not depend on the sample used during the estimation process, and that a concrete precision is available for every ability level; (3) comparisons between model predictions and real data, i.e. analysis of the model scores for both simulated and real data about examinees with different ability levels; and (4) other issues, such as considerations about answering-time effects or the consequences of item omissions during the item bank administration.

As a result of the model-fit assessment, it is possible some items to be removed from the bank because their characteristics (i.e. their parameter estimates) do not match the IRT model. Fortunately, as cited before, this did not happen during the present study, and no more items were removed from the bank.
Step 5: Equating the item parameters

Once the item parameters have been estimated and after the inappropriate ones have been removed, the scales that measure the item parameters will surely be different for each subtest. However, since an anchor design has been defined, it is possible to use the anchor item set as a link to linearly transform these scales. This is exactly what the last stage of the item bank calibration process consists in: after equating the item parameters, the whole item bank will use a common scale that will be the same that states the ability estimates given by any CAT created from it [8].

One can find many different approaches to get a common scale for the parameter estimates. Some of them are based on the ICC [19, 20], and some others are based on scale score moments, as the mean/sigma method [21], which is the one used to equate Hezinet/BOGA’s item parameter estimates. This procedure is very straightforward to implement, so the equating step in this case was executed by the simple use of the general software Microsoft Excel [12].

Conclusion: should unsupervised sessions be used to calibrate items?

Having into account that it was necessary a sample of more than 3000 people for the Hezinet/BOGA item bank calibration, there is no doubt that web-based computerized administrations would avoid many problems, such as those related to logistics and organization. However, the fact of applying a test form to anybody could make the results to be adulterated, basically because it would be impossible to control which of the administrations were serious, in comparison to those having random responses or those performed by individuals that just wanted to test the application. Two kinds of solution were considered against this problem that could lead to an absolute lack of reliability in the item parameter estimates: a preventive one, consisting in lessen the risk before it appeared, and a curative one, which would treat the problem afterwards. In a project quite similar to the one presented in this paper [22] it was very difficult to distinguish the valid responses from those that should be rejected once all the responses were stored in the database. 

In consequence, for the Hezinet/BOGA case, the authors chose the preventive solution; concretely, it was assumed that every non-supervised session was unacceptable unless the opposite was demonstrated, and the restrictions imposed to accept a non-supervised test form application were very strict. Actually, as table 1 shows, only 975 of the 1635 completed non-supervised sessions (a 59% of the total) were validated, while 2268 of the completed 2341 supervised sessions (a relation of 96%) were accepted [23].

	Accepted supervised sessions
	2268

	Accepted non-supervised sessions
	975

	Accepted sessions (total)
	3243

	Rejected supervised sessions 
	73

	Rejected non-supervised sessions 
	660

	Rejected sessions (total)
	733


Table 1 – Accepted and rejected sessions.

To determine if there existed any difference between both types of subtest administration, some differential item functioning studies were carried out [12]. The item bank was calibrated twice: first, only responses of supervised sessions were taken into account during the calibration process, and then, only responses of non-supervised test form administrations. A total of 29 items offered significant differences in their parameter estimates for both cases. This differential item functioning could be due to the administration conditions (supervised vs. non-supervised), but it could also be caused by the disparity in the sample sizes (about 375 supervised vs. about 165 non-supervised administrations per subtest). More research is needed to find out the real origin of these differences, which only affect 29 items.

The authors believe that Internet can be a source of knowledge, but very strict restrictions should be imposed in order to get accurate and valid results. Otherwise, undesirable data can easily adulterate the sample outcomes and affect subsequent stages by a GIGO (garbage-in, garbage out) schema.
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